
Information	Management
IBM Software Data Sheet

IBM Netezza High  
Capacity Appliance
Petascale Data Archival, Analysis and Disaster 
Recovery Solutions

The IBM® Netezza® High Capacity Appliance extends IBM Netezza’s 
family of data warehouse appliances to new extremes of data capacity, 
scaling to multiple petabytes of user data.  This will enable 
organizations to meet a variety of analytical and historical data storage 
requirements with a single cost-effective appliance.

Unlocking insight
Massive volumes of information produced by data-intensive businesses 
such as telecom, retail, digital media and financial trading are growing 
beyond the cost-effective capacities of traditional data warehouses.  
Typical archival solutions can retain vast amounts of historical data, but 
that data is typically compressed into files outside of the data 
warehouse, rendering it opaque and beyond the reach of analytics. 

The IBM Netezza High Capacity Appliance series accelerates the 
industry’s leading massively-parallel data warehouse architecture to 
multi-petabyte scale, creating a “queryable archive” that can store, query 
and analyze thousands of terabytes of data quickly and cost-effectively.

Appliance simplicity
Where traditional data warehouse products require complex clusters of 
servers, data fabrics and storage area networks to achieve petascale, the 
IBM Netezza High Capacity Appliance brings appliance simplicity to 
petabyte-class data warehouses.

The IBM Netezza High Capacity Appliance series arrives pre-
configured and is typically ready to load data in under 24 hours.  By 
pre-optimizing the appliance during the design process, ongoing 
administrative tasks needed to maintain traditional databases, including 
query indexing, storage management, buffer pool tuning, memory 
allocation, and schema optimization are eliminated.  This results in a 
reduction in dependence upon IT staff, a cut in total cost of ownership 
and a shorter time-to-value.

IBM Netezza High Capacity 
Appliance Highlights:

•	 Allows	querying	and	analysis	of	deep	
archival	data

•	 Scales	to	more	than	10	petabytes	of	user	
data	capacity

•	 Appliance	design	shortens	time-to-value	
and	cuts	administrative	burden

•	 Industry-leading	price-performance	for	
queryable	archiving

Applications:

•	 Cost-effective	querying	and	analytics	of	
petascale	data

•	 Converges	analytics	and	archiving

•	 Cost-effective	disaster	recovery	target	for	
multiple	IBM	Netezza	and	other	systems
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Fast, intelligent parallel processing
The IBM Netezza High Capacity Appliance processes queries 
using IBM Netezza’s proven Asymmetric Massively Parallel 
Processing (AMPP) architecture.  With AMPP, load, query 
and analytic work is split into many pieces and run in parallel 
to accelerate results.  IBM Netezza High Capacity Appliances 
further shorten query times and raise throughput using 
software innovations such as ZoneMap™ acceleration, 
Clustered Base Tables and automatic data compression 
designed to streamline data movement and minimize I/O.

Technical Characteristics:

•	 Asymmetric	Massively	Parallel	Processing	(AMPP)	architecture

•	 Fast	data	loading	at	rates	of	up	to	5.5	terabytes	per	hour

•	 Compatible	with	leading	analytics	and	BI	platforms

•	 Industry-standard	interfaces	(SQL	via	ODBC,	JDBC	and	OLE	DB)

•	 Sqoop	connectors	import/export	to	and	from	Hadoop	systems

•	 Full	software	and	feature	compatibility	with	IBM	Netezza	family	of	data	
warehouse	appliances

•	 Advanced,	automatic	compression	saves	disk	space	and	improves	
performance

•	 Workload	management	simplifies	capacity	sharing	between	various	
workloads

Advanced Analytics:

•	 IBM	Netezza	Analytics:	A	rich	library	of	parallelized	in-database	
mathematical,	spatial	and	statistical	algorithms

•	 Supports	in-database	analytic	extensions	from	partner	companies

•	 Runs	Hadoop	Map,	Combine	and	Reduce	operations	in-database

•	 Supports	custom	in-database	algorithms	written	in	R,	C,	C++,	Java,	
Python	and	Fortran

Hardware:

•	 Processing	power	of	32	CPU	and	FPGA	cores	per	rack

•	 High	availability	architecture—no	single	point	of	failure

•	 Green—low	power,	dissipation	of	18,000	BTU/hour	per	rack

Overcoming “data inertia” with  
in-database analytics
Analytics tools that copy data from data warehouses into 
external multidimensional repositories can produce reasonable 
performance for modest database sizes.  However, as databases 
scale to tens or hundreds of terabytes and petabytes, the 
increased data movement becomes unworkable, resulting in 
“data inertia.”  The IBM Netezza High Capacity Appliance runs 
analytic computations directly in the appliance — without 
moving data — to ensure maximum analytics performance.  

IBM Netezza Analytics, IBM Netezza’s embedded analytic 
platform delivered with every appliance, enhances the IBM 
Netezza High Capacity Appliance by adding advanced analytics 
algorithms that are callable from standard SQL.  These 
enhancements include statistics, data preparation, linear algebra 
and geospatial algorithms that run in parallel on the IBM 
Netezza appliance for maximum performance.  In addition, 
IBM Netezza Analytics further extends the appliance by 
enabling MapReduce operations to be run alongside SQL, 
acting directly on data residing in the appliance.

IBM Netezza Analytics also enables the execution of rich in-
database analytics from partners including IBM SPSS, SAS, and 
Fuzzy Logix as well as user-defined functions written in R, C, C++, 
Java, Python and Fortran.

Reducing the cost of disaster 
preparedness
The IBM Netezza High Capacity Appliance reduces the cost 
and expands the available disaster recovery options for IBM 
Netezza users.  Offering a wide range of capacities several times 
larger than those available in IBM Netezza 1000 (formerly 
known as TwinFin®), one IBM Netezza High Capacity 
Appliance can serve as a consolidated hot-standby platform for 
one or more IBM Netezza 1000 appliances.  This option is a 
good fit for users with multiple systems who need to redirect 
critical workloads to hot-standby systems during an outage. 

Additional query capacity
When used as a hot-standby system, the IBM Netezza High 
Capacity Appliance can also be used to offload low-priority 
tasks from primary systems such as low-level reporting, data 
mining or web analytics on extremely large data volumes.
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IBM	Netezza
High	Capacity	Appliance

Snippet Blades (S-Blades)
 � Streaming disk I/O 
- Decompression 
- Filtering 
- Projection

 � Parallel database engines 
- SQL operations 
- Streaming joins 
- Aggregations 
- Sorts 
- Advanced analytical algorithms

Storage Subsystem
 � 576 TB user data / rack

 � High-speed streaming to  
S-Blades™

 � Redundant storage

 � Redundant disk controllers

 � Spare drive pool

Information life cycle management
The IBM Netezza High Capacity Appliance series can be 
used to offload historic data from IBM Netezza appliances 
and other systems, greatly reducing overall system costs.  
Once offloaded, IBM Netezza Federation Module can be 
used to federate multiple IBM Netezza appliances as a single 
system.  This architecture alleviates capacity and performance 
pressures on IBM Netezza 1000 appliances, resulting in 
better safeguarding of information and overall cost savings.

Meet huge data analytics and archival 
challenges head-on
The IBM Netezza High Capacity Appliance series combines 
in-database analytics, massive data capacities and the 
simplicity of an appliance.  Combining ease-of-use and large 
capacity gives users new options for merging data retention 
and analysis, managing the cost of disaster preparedness and 
cost-effectively managing their information throughout the 
information’s life cycle.

Redundant Host Servers
 � Data loading & distribution

 � Query planning & optimization

 � Workload management

 � Adminstration & security
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IBM Netezza High Capacity Appliance Specifications Planned Configurations*

Model: C1000-8 C1000-16 C1000-24 C1000-32

Racks 2 4 6 8

S-Blades™ 8 16 24 32

CPU and FPGA Cores 64 128 192 256

User Data in TB (Uncompressed) 288 576 864 1,152

User Data in PB (Compressed) 1.1 2.2 3.5 4.4

Power (kw maximum) 10.4 22 32 44

Power/Rack EU: Single-Phase, 200-240V~, 50/60Hz, 28A 
US: Single-Phase, 200-240V~, 50/60Hz, 24A (X2) for first 2 racks 
Single-Phase, 200-240V~, 50/60Hz, 24A for racks 3 and above

Total Power Drops 4 8 12 16

Cooling - BTU/hr 36,000 72,000 108,000 144,000

Safety UL/CSA/EN60950

Emmisions FCC Part 15, ICES-003, AUS/NZ C-Tick, VCCI and EN55022 Class A; European Immunity: EN55024

*Planned configurations: C1000-24, 32, 40, 48, 64, 80

About IBM Netezza 
IBM Netezza pioneered the data warehouse appliance market 
by integrating database, server and storage into a single, easy 
to manage appliance that requires minimal set-up and 
ongoing administration while producing faster and more 
consistent analytic performance.  The IBM Netezza family of 
data warehouse appliances simplifies business analytics 
dramatically by consolidating all analytic activity in the 
appliance, right where the data resides, for blisteringly fast 
performance.  Visit netezza.com to see how our family of data 
warehouse appliances eliminates complexity at every step and 
lets you drive true business value for your organization.   For 
the latest data warehouse and advanced analytics blogs, videos 
and more, please visit: thinking.netezza.com. 

IBM Data Warehousing and  
Analytics Solutions
IBM provides the broadest and most comprehensive 
portfolio of data warehousing, information management and 
business analytic software, hardware and solutions to help 
customers maximize the value of their information assets and 
discover new insights to make better and faster decisions and 
optimize their business outcomes.
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SAFE HARBOR 
Certain information contained in this presentation is forward-looking in nature. Any 
expectations based on these forward-looking statements are subject to risks and 
uncertainties and other important factors. These and many other factors could cause 
delivery of products, features or enhancements to differ materially from expectations 
based on these forward-looking statements. Netezza, an IBM Company, does not 
undertake an obligation to update its forward-looking statements to reflect future 
events or circumstances.


